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Abstract 
 
Information security has never been more important than it is today, nor has its future 
been more uncertain. As faster, but still super-polynomial, algorithms have been developed 
for cracking traditional public-key cryptosystems such as RSA and ElGamal, people have 
turned to elliptic curve cryptography to increase their chances of staying secure. But even 
this will not suffice if the greatest potential new threat to computer security is fully 
realized: large-scale quantum computing. Fortunately, there are problems, such as finding 
the shortest nonzero vector in a lattice, that are believed to be computationally hard even 
for quantum computers. This survey article explores a few such problems and describes 
the cryptographic schemes that have been based on them. There has been a digital 
signature algorithm based directly on lattice problems, but the only reliable public-key 
cryptosystem in this category is based on a problem that has only recently been proven to 
be as hard as the shortest vector approximation problem. I conclude with cautions against 
placing too much faith even in these “post-quantum” schemes, even though they may be the 
best we have to help keep our information secure through the transition to quantum 
computing. 

Keywords: ideal lattices, “post-quantum” cryptography, LLL algorithm, algebraic 
number theory 
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Ideal Lattice Cryptography: Escaping the Cryptopocalypse 

 
It has been said that on the Internet, nobody knows if you’re a dog. Yes, it is truly a 

technological miracle that a message can be sent halfway around the world in a matter of 
seconds, but such a message may travel through hundreds of routers in several different 
countries before arriving at its final destination. It seems impossible to ensure that no one 
is secretly spying on us along the way. However, information security on the Internet is 
essential to many of the online conveniences we now take for granted. The applications 
that we use every day, ranging from online banking to e-mail to our favorite, T-square, 
depend on the secure exchange of data to avoid risking consequences such as identity theft, 
invasion of personal privacy, and, of course, FERPA violations. 

Typically, online communications are secured using cryptography. In cryptography 
(Greek for “hidden writing”), the sender uses a pre-determined scheme (cryptosystem) to 
garble, or encrypt, the message in such a way as to make it unintelligible to anyone other 
than the intended recipient, who has a special piece of information called the key and can 
use it to reverse the encryption, or decrypt the message. The garbled text actually sent is 
called the ciphertext. Proper use of strong cryptosystems makes it next to impossible for 
anyone without the key to recover, or cryptanalyze, the message from the ciphertext in a 
reasonable length of time (polynomial in the size, in bits, of the key). So with cryptography, 
we make it much harder for “man’s best friend” to eavesdrop on all our communications. 

There are two broad categories of cryptosystems, secret-key and public-key. In a 
secret-key cryptosystem, the sender (say Alice) and recipient (say Bob) establish a shared 
secret in advance, and this secret becomes the key. Alice uses the key to encrypt, and Bob 
uses the same key to decrypt. The problem is that if Alice and Bob cannot physically meet 
in advance to establish a key, then they have to resort to using a potentially insecure 
medium! How does Alice send Bob a key in such a way that it will not be intercepted? This 
key-distribution problem is the motivator for the use of public-key cryptosystems. 

In a public-key cryptosystem, Bob first generates a pair of keys, a public key and a 
private key. These keys are mathematically related in such a way that a message encrypted 
using the public key can only be decrypted with access to the private key. Bob then 
publishes his public key so that anyone can use it to encrypt messages to him – but only he 
can decrypt these messages because decryption requires the private key. In order for a 
public-key cryptosystem to work, it must be easy for Bob to generate a valid key pair, but 
hard for an attacker to compute the private key given only the public key. Therefore, the 
security of a public-key cryptosystem relies on the computational hardness of some 
problem. As an example of something that wouldn’t work, imagine that Bob produces 
integers b, c, and N satisfying bc ≡ 1 (mod N), publishes b and N, and asks people to 
encrypt messages to him by multiplying by b modulo N. An attacker could use the 
polynomial-time extended Euclidean algorithm to compute the private key c, so computing 
modular multiplicative inverses is not a hard problem. However, if Bob instead chooses 
two large primes p and q, keeping them secret while publishing their product N = pq, he 
could choose b and c to satisfy bc ≡ 1 (mod φ(N)), make use of xbc ≡ x (mod N), and ask 
people to encrypt messages by raising them to the power of b modulo N. Then, no one 
could find the private key c given b and N without also being able to factor N, a 
computationally hard problem. This public-key cryptosystem is known as RSA. 
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Unfortunately, there is a potential new threat to almost all of the public-key 
cryptosystems in widespread use today: the advent of quantum computing. Much of today’s 
public-key cryptography is based on the hardness of factoring large numbers or of the 
discrete logarithm problem, which asks, given a generator g of a finite multiplicative cyclic 
group G and an element x ∈ G, to find r ∈ Z>0 such that gr = x. Groups G used in practice are 
usually either the multiplicative group of integers modulo a prime or the large prime-order 
subgroup of small index in an elliptic curve group over a finite field. In theory, an attacker 
with a quantum computer could solve both factoring and the discrete logarithm problem 
efficiently using Shor’s algorithm, which relies on techniques specific to quantum 
computing. So far, no one has succeeded in building a quantum computer with more than a 
trivial number of qubits – the quantum equivalent of a bit, which is permitted not only to be 
either 0 or 1 but also to be both 0 and 1 at the same time. However, researchers have 
confirmed using such very small quantum systems that Shor’s algorithm works by factoring 
the number 15, and despite obstacles to scalability that have been posed by interference 
among qubits, recent developments have some physicists optimistic that practical and 
scalable quantum computing could become a reality for future generations (Chu, 2016). 

Fortunately for cryptographers, there exist hard problems for which no efficient 
algorithm is known even for quantum computers. Cryptosystems based on these hard 
problems are often referred to as “post-quantum” cryptography. Note that “post-quantum” 
cryptography is not the same as quantum cryptography, the development of cryptosystems 
that will only be possible using quantum computers and would then be guaranteed to be 
unbreakable to any classical, or non-quantum, computer system. “Post-quantum” 
cryptosystems, by contrast, can be implemented even now using classical computers but 
are based on hard problems that are resistant to any currently known attacks even when 
quantum algorithms are allowed. Let us survey some of these hard problems now. 
 

1. The Shortest (Nonzero) Vector Problem (SVP) 
Let n ∈ Z>0. A lattice in Rn is the set L of integer linear combinations of some set of n 

vectors v1, …, vn ∈ Rn that form a basis for all of Rn. Alternatively, a lattice in Rn is a discrete 
additive subgroup of Rn whose dimension is n, meaning that is not contained in any proper 
subspace of Rn. The vectors v1, …, vn are said to form a lattice basis, or simply a basis, for L. 
The determinant d(L) of a lattice L is simply the absolute value of the determinant of the n-
by-n matrix V with the vectors v1, …, vn of a lattice basis as columns and is equal to the 
volume of the parallelepiped spanned by a lattice basis. Since any lattice basis can be 
transformed into another by multiplying the n-by-n matrix V by a matrix of determinant 
±1, this absolute value is independent of the choice of lattice basis (Lenstra, Lenstra, & 
Lovász, 1982). For vectors w1, …, wk ∈ Rn, we will denote by <w1, …, wk> the discrete 
additive subgroup of Rn generated by w1, …, wk, so if v1, …, vn form a basis for all of Rn, then 
L = <v1, …, vn> means that v1, …, vn form a (lattice) basis for L. 

If v1 = e1, v2 = e2, …, vn = en are the standard basis vectors in Rn, or more generally, if 
v1, …, vn ∈ Rn form an orthogonal basis for all of Rn, then the Pythagorean Theorem implies 
that the length of any nonzero lattice vector c1v1 + … + cnvn ∈ L is greater than or equal to 
the length of the longest vector vi in the basis whose coefficient ci ∈ Z is nonzero. Therefore, 
the shortest nonzero vector in a lattice generated by an orthogonal basis is simply the 
shortest vector in the orthogonal basis. However, if v1, …, vn form a basis for Rn that is not 
necessarily orthogonal, finding the shortest nonzero vector in the lattice suddenly becomes 
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a computationally hard problem: There is no known polynomial-time algorithm, even for 
quantum computers, to find the shortest nonzero lattice vector. In fact, there is no known 
algorithm to find an actual lattice vector whose length even approximates the length of the 
shortest nonzero lattice vector to within a factor that is a fixed polynomial in the dimension 
n (Lyubashevsky, Peikert, & Regev, 2013). However, the length of a shortest nonzero vector 
in a lattice can be bounded above using Minkowski’s convex body theorem, and there is an 
efficient algorithm called the Lenstra-Lenstra-Lovász (LLL) algorithm that yields a vector 
whose length is guaranteed to be within a certain exponential factor of the length of the 
shortest nonzero vector. 
 
1.1. Minkowski’s convex body theorem 

An upper bound on the length of the shortest nonzero vector in a lattice can be 
found using the following theorem about lattices and convex bodies: 
 
Minkowski’s convex body theorem (Samuel, 1970): Let L be a lattice in Rn, and let S be a 
subset of Rn that is symmetric about 0, convex, and Lebesgue-measurable with measure 
strictly greater than 2n·d(L). This inequality does not have to be strict if S is compact. Then 
S contains a nonzero lattice vector of L. 
 

Taking the convex subset S to be a sphere 
centered at the origin shows that the shortest nonzero 
lattice vector must have length bounded by γn(d(L))1/n, 
where γn is a constant depending on n that is 

proportional to √n, but because the proof of Minkowski’s 
theorem is non-constructive, it gives no algorithm for 
computing an actual lattice vector whose length is within 
this bound (Ajtai, 1996). Furthermore, even though 
there are lattices whose shortest nonzero vector exactly 
meets this bound, there may be a nonzero lattice vector 
whose length is much shorter (Micciancio, 2003). 

In a certain special case, the Minkowski bound 
can be shown to approximate the true length of the 
shortest nonzero vector to within a factor polynomial in 
the dimension of the lattice (Lyubashevsky et al., 2013). Ideal lattices are defined as 
follows: Fix a ring R such that there exists an additive isomorphism σ from R to a lattice L in 
Rn for some n. A sub-lattice H ⊆ L is called an ideal lattice if it is the image of some ideal 
I ⊆ R under σ. If the ring R is taken to be the ring of elements of a cyclotomic number field, a 
field extension of Q generated by a root of unity, that are integral over Z. If the embedding σ 
is taken to be the number-theoretic canonical embedding, which essentially sends each 
element of R to the tuple of its images under every possible embedding of R into C 
(arbitrarily choosing only one of each complex conjugate pair of embeddings), then the 

length of the shortest vector can be approximated to within a factor of √n. Note that for 
general lattices not necessarily ideal, even the length of the shortest vector is difficult to 
approximate to within a polynomial factor (Lyubashevsky et al., 2013). 
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1.2. Lenstra-Lenstra-Lovász (LLL) algorithm 
There is also a way to find a “reasonably” short vector within a lattice whose length 

is within a factor of 2(n–1)/2 of the length of the shortest nonzero vector. Recall that the 
shortest nonzero vector in a lattice generated by an orthogonal basis is easy to find: It is 
simply the shortest vector in the basis. So if there were a way to “orthogonalize” a lattice 
basis, then we could find the shortest nonzero lattice vector. We cannot apply Gram-
Schmidt orthogonalization directly to a lattice basis and expect to get an orthogonal basis 
for the lattice, as the vectors given by Gram-Schmidt may not even be in the lattice 
generated by the original vectors, and any given lattice might not even have an orthogonal 
basis. So in order to find a “reasonably” short vector in the lattice, the Lenstra-Lenstra-
Lovász (LLL) algorithm uses concepts from Gram-Schmidt orthogonalization to find a 
lattice basis that is “reasonably” close to orthogonal. For the purposes of LLL, the precise 
definition of “reasonably” close is quite complicated. Let v1, …, vn be a lattice basis, and let 
v1*, …, vn* be the R-basis for Rn resulting from running Gram-Schmidt orthogonalization on 
the vectors v1, …, vn. The lattice basis v1, …, vn is called LLL-reduced if the following 
conditions hold: 
 

1. If i > j, then the projection of vi onto vj* has length no greater than half of the length 
of vj*. In an orthogonal basis, this projection would be the zero vector. 

2. For i ∈ {2, …, n}, the lengths of the projections of vi and vi-1 onto the orthogonal 

complement of span {v1, …, vi-2} satisfy ||Proj(vi)|| ≥ 
√3

2
 || Proj(vi-1) ||. This “Lovász 

condition” ensures that the vectors vi* are reasonably close to being in ascending 
order by length, so that v1 can be taken as our estimate for a short lattice vector. 

 
The goal of the LLL algorithm is to transform a given lattice basis into an LLL-

reduced basis for the same lattice. The algorithm essentially consists of testing the 
conditions repeatedly and making adjustments as necessary. A general (and very rough) 
outline of the algorithm is as follows: 
 

1. Set k = 2. 
2. If the Lovász condition (#2 above) is currently violated at i = k, then swap vk-1 and 

vk. Decrement k by 1 unless k = 2. The idea is that if we have discovered a new 
vector short enough to break the Lovász condition, then we will need to use it in 
later steps to reduce our already-discovered vectors to get a better lattice basis. 

3. Otherwise, we just need to reduce the vector vk to where the first condition holds for 
i = k and j < i. Add a suitable integer linear combination of {v1, …, vk-1} to vk to get a 
new lattice vector that satisfies the first condition, and then increment k by 1. 

4. If k = n + 1, then v1, …, vk is LLL-reduced. Otherwise, go back to step 2. 
 

If we can find an LLL-reduced basis v1, …, vn, then the length of v1 will be within a 
factor of 2(n–1)/2 of the length of the shortest nonzero lattice vector. See Lenstra et al. 
(1982) for a proof of this fact and for a detailed analysis of the algorithm, including why it 
even terminates, which is not obvious. The algorithm, according to Lenstra et al. (1982), 
runs in polynomial time; more specifically, its running time is O(n4 log B), where n is the 
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dimension of the lattice and B is the maximum of the squared lengths of the vectors in the 
original basis. 

To see why the algorithm is more complicated to analyze than one might at first 

imagine, let’s look at an example using the vectors v1 = [
41
17

] and v2 = [
99
41

] in two 

dimensions. The determinant of this lattice is 2, and the coordinates of each of these 
vectors add up to an even number, so the lattice generated by these vectors is precisely the 
set of integer vectors in Z2 whose coordinates sum to an even number. This lattice has a 

much better basis, namely [
1
1

] and [
1

−1
], for example. In two dimensions, the LLL algorithm 

will always have k = 2 while it is still running, so the only valid values of i and j are 2 and 1 
respectively. Since v1* = v1 in Gram-Schmidt, the conditions for being LLL-reduced simplify 
substantially in two dimensions: 
 

1. Then the projection of v2 onto v1 has length no greater than half of the length of v1. 

This is equivalent to |
v1∙v2

v1∙v1
| ≤ 

1

2
. 

2. The lengths of v2 and v1 onto satisfy ||v2|| ≥ 
√3

2
 ||v1||. Note that “the orthogonal 

complement of span {v1, …, vi-2}” is all of R2 when i = 2. 
 

Also, since we are only working in two dimensions, it is easy to determine the 
“suitable integer linear combination” of {v1} to add to v2 to satisfy condition 1; we simply 

round 
v1∙v2

v1∙v1
 to the nearest integer and subtract this integer multiple of v1 from v2. 

If we start with v1 = [
41
17

] and v2 = [
99
41

], condition 2 is not violated. However, 

condition 1 is violated because 
v1∙v2

v1∙v1
 ≈ 2.414 > 0.5. So we replace v2 with v2 – 2v1 = [

17
7

]. 

But now, condition 2 is violated, so we switch v1 and v2 to get v1 = [
17
7

] and v2 = [
41
17

]. We 

again calculate 
v1∙v2

v1∙v1
 ≈ 2.414 > 0.5, so we replace v2 with v2 – 2v1 = [

7
3

], again short enough 

to break the Lovász condition, so we switch v1 and v2 again to get v1 = [
7
3

] and v2 = [
17
7

]. 

We again calculate 
v1∙v2

v1∙v1
 ≈ 2.414 > 0.5, and so on. The algorithm uncovers the sequence of 

lattice vectors [
3
1

], [
1
1

], and [
1

−1
] before finally terminating with the “good” lattice basis 

formed by [
1
1

] and [
1

−1
]. In the case of two dimensions, the LLL algorithm reduces to 

something similar to the Euclidean algorithm for greatest common divisors, but in general, 
it is somewhat more complicated because it is necessary to keep track of an orthogonalized 
set of vectors as well. 
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1.3. SVP is usually used indirectly in cryptosystems 
Ajtai and Dwork (1997) gave an example of a public-key cryptosystem that uses the 

hardness of the shortest nonzero vector problem directly, but it is a probabilistic algorithm 
that occasionally results in decryption errors. For a deterministic algorithm, we examine 
two other problems, namely the “short integer solution” problem and the “ring learning 
with errors” problem, that can be shown to be hard under the assumption that the SVP is 
hard. More precisely, it has been proven that if there were an efficient algorithm for solving 
these problems in polynomial time, then such an algorithm would exist for the SVP. 
 

2. Short Integer Solution (SIS) 
Let w1, …, wn ∈ Zqm be vectors whose entries are integers modulo a prime q. The 

short integer solution (SIS) problem is to find a small integer linear combination of 
w1, …, wn that is congruent to 0 (mod q). Alternatively, form the matrix A = [w1 w2 … wn] 
with the given vectors as columns. Then the short integer solution (SIS) problem is to find a 
short vector x such that Ax ≡ 0 (mod q). 

Notice that {x ∈ Zn: Ax ≡ 0 (mod q)} is a lattice in Zn: It is an additive subgroup of Zn 
that contains qZn, so it must have dimension n. Finding a short vector x in this lattice is the 
same as finding a short nontrivial integer solution to Ax = 0. This does not readily imply 
that SIS is at least as hard as SVP in all cases, since we have not shown that all lattices are of 
the form {x ∈ Zn: Ax ≡ 0 (mod q)} for some A. However, it has been shown using 
probabilistic methods (Ajtai, 1996) that the worst-case hardness of approximating the 
decision version of SVP on general lattices, not necessarily ideal, to within a polynomial 
factor implies the average-case hardness of SIS. That is, if a polynomial-time probabilistic 
algorithm can solve SIS for randomly chosen matrices A at least half the time, then there is 
a polynomial-time probabilistic algorithm that can, with probability exponentially close to 
1, approximate the length of the shortest vector in ANY lattice to within a factor polynomial 
in the dimension. 

Interestingly, the hardness of the SIS problem has been used to produce a digital 
signature algorithm, but not an encryption algorithm (Lyubashevsky et al., 2013). 
 
2.1. Digital signatures 

The most well-known use of cryptography is to encrypt and decrypt messages, but 
there are other desirable functionalities as well. For example, what if “man’s best friend” is 
no longer merely trying to eavesdrop but is actually attempting to send messages claiming 
to be from someone else? This is a problem because, in public-key cryptography, anyone 
can use Bob’s public key to encrypt a message to Bob, and Bob has no way of distinguishing 
a message sent by Alice from a canine forgery. 

In order for Alice to be able to generate a “signature,” she must make use of some 
secret that only she knows. Therefore, Alice also needs a (public key, private key) pair. 
Alice will calculate a digital signature for a message using her private key, and Bob – or 
anybody, for that matter – can verify the signature using Alice’s public key to confirm that 
she was the author. Since a signature is calculated from the message it is signing, the 
signature guarantees not only the authorship of the message but also its integrity, meaning 
that it has not been modified since being sent by Alice. 

Most of the time, a signature is not calculated from the entire message but is instead 
computed from a hash value of the message. A cryptographic hash is essentially a function, 
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usually from a more complex space like the set of possible messages to a simpler set like 
the positive integers, that is easy to compute but very hard to reverse and that is collision-
resistant, meaning that it should be hard for an attacker to find two different messages that 
hash to the same value. This hardness is necessary to ensure the integrity guarantee of the 
signature scheme. The conditions necessary for a cryptographic hash function have led to 
the use of the alternative name “one-way function.” For example, merely summing the 
Unicode values of the characters in a message does not constitute a cryptographic hash 
because an attacker could change a word to its anagram and the signature would still 
verify. 
 
2.2. Cyclotomic number fields 

The digital signature algorithm based on SIS interprets points (a0, …, an-1) in Rn as 
polynomials a0 + a1x + … + an-1xn-1 in Z[x] / (xn + 1) for some n a power of 2. It is therefore 
useful to review some facts about cyclotomic number fields before describing the 
algorithm. 

Given m ∈ Z>0, the cyclotomic polynomial Φm(x) is the monic minimal polynomial 

satisfied by the primitive mth roots of unity. If m is prime, then Φm(x) = 
xm−1

x−1
 = ∑ xjm−1

j=0 , and 

if m = pk for some p prime and k ∈ Z>0, then Φm(x) = 
xpk

−1

xpk−1
−1

 = ∑ xjpk−1p−1
j=0 . Notice that if 

m = 2k for some k ∈ Z>0, then Φm(x) = xm/2 + 1. We will set n = m/2 so that this becomes 
Φm(x) = xn + 1. The splitting field of a cyclotomic polynomial is called a cyclotomic number 
field and is equal to Q(ωm), where ωm = e2πi/m, as all mth roots of unity are powers of ωm. 
For cryptographic purposes, the two most interesting facts about cyclotomic fields are that 
they are Galois, being splitting fields, and that the ring of integers in Q(ωm) is only Z[ωm], a 
highly nontrivial fact; I refer the reader to Ash (2003) for a proof. We will define the ring R 
as Z[ωm] ≅ Z[x]/(Φm(x)) = Z[x] / (xn + 1), where m is a power of 2 and n = m/2. The ring 
Rq, for some prime q ≡ 1 (mod m), will be defined as R/(q) ≅ Zq[x] / (xn + 1), where Zq 
denotes the integers modulo q. Note that since Zq× is cyclic of order q – 1 and m divides 
q – 1, Zq× contains a primitive mth root of unity ζ ∈ Zq, so xn + 1 splits completely into linear 
factors in Zq[x] as ∏ (x − ζk)1≤k≤m

k odd
 (Lyubashevsky et al., 2013). 

The reason for choosing m to be a power of 2 is computational; it is easy to compute 
powers of x modulo the ideal (xn + 1). For example, if m = 32, then n = 16, Φm(x) = x16 + 1, 
and x16 ≡ -1 (mod (x16 + 1)). This means that x19 ≡ -x3, x23 ≡ -x7, and so on. Compare this 
with reducing x19 modulo the ideal generated by Φ17(x) = ∑ xj16

j=0 , where m = 17 is a prime. 

We know that x16 ≡ − ∑ xj15
j=0 , but multiplying by x to produce x17 will give another x16 term 

on the right that must be reduced. This process must then be repeated for x18 and x19. The 
relatively simple situation for powers of x modulo Φm(x) when m is a power of 2 translates 
into simpler computation of products of polynomials as well. 

The ring R = Z[ωm], being the ring of integers in the number field Q(ωm), is in 
particular a Dedekind domain, which means that nonzero ideals of R factor uniquely into 
the product of prime ideals of R (Samuel, 1970). In particular, the factorization of the ideal 
(q) of R, for any prime q, can be determined from the factorization of xn + 1 modulo q, since 
the isomorphism R/(q) ≅ Zq[x] / (xn + 1) implies that the ideals of R containing (q) are in 
bijective correspondence with the ideals of Zq[x] containing (xn + 1), and ideal containment 



IDEAL LATTICE CRYPTOGRAPHY  10 

is equivalent to ideal divisibility in Dedekind rings. We saw that xn + 1 splits completely as 
∏ (x − ζk)1≤k≤m

k odd
 in Zq[x] (a principal ideal domain), so the ideal (q) splits completely in R as 

∏ qk1≤k≤m
k odd

, where qk = (q, ωm − ζk). Furthermore, since Q(ωm) is Galois over Q, every 

primitive root of unity ωmj (j odd) is sent to every other by some automorphism, and this 
together with “difference of kth powers” factorization can be used to show that the 
automorphisms of Q(ωm) act transitively on the ideals qk. 
 
2.3. Digital signature algorithm 

Lyubashevsky (2009) described an algorithm for digitally signing messages 
securely based on the hardness of SIS. First, a collision-resistant hash function is necessary. 
If D ⊆ R consists of lattice vectors whose norm (the L∞ norm defined by the maximum 
distance any coefficient is away from zero) is small enough, then choosing an m-tuple  
a = (a1, …, am) of elements of R at random defines a collision-resistant hash function from 
Dm to R given by the dot product with a. Finding a collision z1 · a = z2 · a results in a short 
integer solution z1 – z2 to Ax = 0 where A is the row vector a. Lyubashevsky and Micciancio 
(2006) showed that this special case of SIS is as hard as approximating the shortest vector 
problem for ideal lattices. 

Two hash functions are used: h is the function given by the dot product with some 
a = (a1, …, an), which has the benefit of being an R-module homomorphism as well, and H 
can be any cryptographic hash function. Alice’s private key for signing is an m-tuple s that 
is initially chosen at random, and her public key is the hash function h and the hash value 
S = h(s) of the private key. (Remember, hashes are one-way functions.) To sign a message, 
Alice first chooses a random vector y ∈ Dm, computes its hash h(y), and then hashes h(y) 
together with the message μ using the other hash function H. The result e = H(h(y), μ) ∈ R 
becomes part of the digital signature, and the other part is the m-tuple z = se + y, where 
the product se is calculated by multiplying each vector/polynomial in the m-tuple s by e. If 
the resulting m-tuple z has a component with too large a norm, the process is repeated; it is 
expected to be repeated about three times. When Bob receives the message, he verifies the 
signature by confirming that e = H(h(z) – Se, μ). This should hold for a valid signature 
because h is an R-module homomorphism: H(h(z) – Se, μ) = H(h(se + y) – Se, μ) 
= H(h(s) e + h(y) – Se, μ) = H(Se + h(y) – Se, μ) = H(h(y), μ) = e. 

Recall that despite the existence of a signature algorithm, no deterministic public-
key cryptosystem has been developed that relies directly on the SIS problem. We turn to 
what first appears to be a completely unrelated problem: ring learning with errors. 
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3. Ring Learning with Errors (R-LWE) 
In machine learning, a computer takes in a set of example (input, value) pairs and is 

expected to compute a general rule, a function from the set of inputs to the set of values, for 
computing the correct values for new inputs not necessarily equal to one of the example 
inputs. For example, a handwriting recognition software may be given (input, value) pairs 
whose inputs are handwritten versions of each character and whose values are the 
characters in a computerized form such as Unicode. There may be many inputs 

corresponding to the same value; for example, there may be ordered pairs (2, 2), (2, 2), 

and (2, 2) that all give possible ways of writing the digit 2. A computer would then be 

expected to recognize a handwritten input as a 2 if it resembles one of these possible 2s. A 
voice recognition software may take inputs that are vocalizations of each letter, and so 
forth. However, for our purposes, both the inputs and the values will be elements of a ring, 
so the goal of the computer in this learning problem is to take a set of several (x, f(x)) 
points and recover the original function f. The function f is guaranteed to be multiplication 
by some constant ring element, which ordinarily would trivialize the problem. 

However, in ring learning with errors (R-LWE), there is a catch. The value given for 
each input x is not guaranteed to be exactly equal to f(x). Instead, it will differ according to 
some pre-determined error distribution. Over the real numbers, the desired linear function 
is easy to approximate using least-squares regression, and a correlation coefficient is all 
that is required to show how likely it is that the given (input, output) pairs came from a 
linear function at all, as opposed to being random. However, when the problem is 
formulated over Rq, the ring of integers in a cyclotomic number field with coefficients taken 
modulo a prime q, then even distinguishing the resulting “noisy” data points from random – 
let alone finding the original linear function – suddenly becomes a computationally hard 
problem. 
 
3.1. Quantum hardness of SVP approximation implies quantum hardness of R-LWE 

Given a set of points (xk, yk) with each xk, yk ∈ Rq and yk = xk · s + ek for some fixed s 
and for vectors ek chosen independently at random from the error distribution, it is hard 
even for quantum algorithms to distinguish such a set of points from a set where the 
coordinates were chosen uniformly at random, assuming that it is hard for quantum 
algorithms in the worst case to find a nonzero vector in an ideal lattice L under the 
canonical embedding whose length is within a polynomial factor of the shortest. (Recall 
that the decision version, the question of determining the length of the shortest vector, is 

easy to approximate for ideal lattices to within a factor of √n.) Specifically, Lyubashevsky et 
al. (2013) showed that if an efficient algorithm existed for solving this problem, then it 
would imply an efficient algorithm for the Shortest Vector Problem. The proof is complex, 
and I do not have time to summarize it here, other than to say that it has two main parts: 
reducing from the search version of the SVP approximation problem to the search version 
of R-LWE (showing that it is hard to recover the vector s in yk = xk · s + ek given the set of 
points (xk, yk)), and reducing from the search version of R-LWE to the decision version 
(showing that it is hard to tell a set of points derived using yk = xk · s + ek from a random 
set of ordered pairs with coordinates in Rq). 
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3.2. The ElGamal cryptosystem 
Fortunately, there is a public-key cryptosystem that makes use of the hardness of 

the ring learning with errors problem. In order to better understand this cryptosystem, it is 
instructive to first learn about a traditional cryptosystem known as ElGamal. Recall that 
RSA is based on the factoring problem and uses public and private keys directly to encrypt 
and decrypt messages. ElGamal, a cryptosystem based on the discrete logarithm problem, 
takes a more indirect approach, using public and private keys to establish a shared secret – 
solving the key-distribution problem in an interesting way – and then using the shared 
secret as a secret key to encrypt and decrypt the message. Let G = Zp× be the multiplicative 
group of integers modulo a large prime, which is cyclic, and let g be a cyclic generator of 
this group. Then Bob chooses a random number s to serve as his private key, and he 
computes gs, which becomes his public key. (All computations in this paragraph are 
performed mod p.) Recovering the private key from the public key would require solving 
the discrete logarithm problem. To encrypt a message to Bob, Alice first generates a 
random number r to be her ephemeral, or temporary, private key, and she computes the 
corresponding public key gr. Alice computes (gs)r = grs and uses this shared secret as a key 
to encrypt the message. She sends the ciphertext to Bob together with her ephemeral 
public key gr. When Bob receives the message, he computes the same shared secret as 
(gr)s = grs, which he can then use to decrypt the message.  
 
3.3. A public-key encryption algorithm based on ring learning with errors 

The public-key cryptosystem using R-LWE is similar to ElGamal, with g ∈ Rq 
replacing the generator of the group and with “noisy products” g · s + e replacing 
exponentiations gs (mod p) (Lyubashevsky et al., 2013). This makes sense because, just as 
the private key s could not be recovered from g and gs (mod p) in ElGamal because of the 
hardness of the discrete logarithm problem, the polynomial s cannot be recovered from g 
and the “noisy product” g · s + e due to the hardness of R-LWE. One obstacle to overcome is 
that introducing noise will make the message more difficult to decrypt – or impossible if we 
are not careful. This is solved using the following procedure: Convert a string of bits 

representing the message into a polynomial, each of whose coefficients is either 0 or ⌊
𝑞

2
⌋ 

corresponding to a bit of 0 or 1 respectively. Modulo q, this means that the 1s are as far 
away from the 0s as possible, so if the accumulation of the errors is controlled to have 

coefficients less than ⌊
𝑞

4
⌋ in absolute value, Bob will be able to decrypt the message. 

We then apply the principles of ElGamal more or less directly: Bob generates a 
random vector s to be his private key, and he computes b = g · s + e to be his public key. 
Alice generates a random vector r to be her ephemeral private key, and she computes 
a = g · r + e1, where e1 is a random “small” vector, to be her ephemeral public key. Alice 
computes the shared secret b · r + e2 = g · r · s + r · e + e2, adds it to the polynomial 
representation of the message as described above to produce the ciphertext, and appends 
her ephemeral public key. Bob computes the shared secret a · s = g · r · s + s · e1, subtracts 

it from the message, and rounds each coefficient to 0 or ⌊
𝑞

2
⌋, whichever is closer. One 

technicality is that the “shared secret” computed by Bob will not necessarily be equal to the 
one computed by Alice, but they differ by r · e – s · e1 + e2. To be able to bound this error, it 
is helpful if r and s are also chosen as “small” (but nonzero, of course) vectors from the 



IDEAL LATTICE CRYPTOGRAPHY  13 

error distribution, which means that q should be taken so large that the error distribution 
is spread over a lot of possible vectors, so that choosing r and s from the error distribution 
does not significantly damage the security of the cryptosystem. 
 

4. Cautions 
Based on the literature, it would appear that we have solved the cryptopocalypse 

already by designing new “post-quantum” algorithms that will never be broken, even with 
the advent of quantum computing. However, we cannot be completely certain. The phrase 
“computationally hard” means that they have been “for a long time … unsuccessfully 
attacked by the most able scientists” (Ajtai, 1996). Also, even if there truly is no 
polynomial-time algorithm for some of these problems, then this does not preclude the 
possibility of “super-polynomial, sub-exponential” algorithms of the kind that have been 
developed in recent years for factoring and the discrete logarithm problem on classical 
computers – that is, the discrete logarithm problem with G = Zp, p prime; there is still no 
known sub-exponential algorithm for attacking the elliptic curve discrete logarithm 
problem on non-quantum computers. If a polynomial or even barely super-polynomial 
quantum algorithm were ever found for solving ring-LWE, then the cryptosystem would be 
broken, or depending on how super-polynomial the algorithm is, the cryptosystem may 
just require much larger keys to be secure, which is what has happened to RSA in recent 
years. 

In complexity theory, a common way of showing that a problem is difficult is to 
show that it is NP-hard, that is, at least as hard to solve as any problem whose solution can 
be verified in polynomial time. Approximating SVP to within a polynomial factor is not even 
known to be NP-hard; in fact, Goldreich & Goldwasser (2000) have shown that it is very 

unlikely that it is NP-hard even for rather small polynomial factors like √𝑛. Direct 
calculation of the length of the shortest nonzero vector is known to be NP-hard (Micciancio, 

2003), and approximating the SVP to within a constant factor of √2 is NP-hard under 
randomized reductions (Micciancio, 2001), but the cryptosystems rely on the hardness of 
the polynomial-factor approximation problem. Finally, it is true that the LLL algorithm has 
been used in successful attacks on certain knapsack cryptosystems (Ajtai, 1996), so there 
may be some degenerate cases of ideal lattice or ring-LWE cryptography that are also 
vulnerable to attack by LLL. This risk, however, has been mitigated somewhat, as we now 
know that the average case of SIS and R-LWE is as hard as the worst case of the SVP 
approximation problem for ideal lattices. What does seem to be true, at least for now, is 
that lattice-based cryptography is the most secure that we have, at least for the near-term 
and possibly medium-term future. We just have to hope that “man’s best friend” doesn’t 
develop scalable quantum computing before we have migrated to these new “post-
quantum” cryptosystems. 
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